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Informational Effects vs. Direct-Benefit Effects

• Direct-benefit effects (or network 
effects) - when you incur an explicit benefit 
from aligning your behavior with the behavior 
of others 

• Example: fax machines - its value to a 
customer depended on how many others 
were also using it

• Other examples: Most social media sites
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Last lecture, we discussed two fundamentally different reasons why individuals might imitate the behavior of others. One reason was 
based on informational effects: since the behavior of other people conveys information about what they know, observing this 
behavior and copying it (even against the evidence of one's own private information) can sometimes be a rational decision.

The other reason was based on direct-benefit effects, also called network effects: for some kinds of decisions, you incur an explicit 
benefit when you align your behavior with the behavior of others. This is what we will consider in this lecture.

A natural setting where network effects arise is in the adoption of technologies for which interaction or compatibility with others is important. 
For example, when the fax machine was first introduced as a product, its value to a potential consumer depended on how many others were 
also using the same technology. The value of a social-networking or media-sharing site exhibits the same properties: it's valuable to the extent 
that other people are using it as well. Similarly, a computer operating system can be more useful if many other people are using it: even if the 
primary purpose of the operating system itself is not to interact with others, an operating system with more users will tend to have a larger 
amount of software written for it, and will use file formats (e.g. for documents, images, and movie) that more people can easily read.



The Economy with and without 
Network Effect

• Our setting is the market for a good with huge number of potential 
consumers

• We model all consumers as the set of all real numbers in (0,1)

• For example, the set of customers with names between 0 and x<1 
represent x fraction of the population 

• Each customer has an intrinsic interest to buy a product

3

In the economy without network 
effect:

The customers willingness to pay and 
the price is determined by 

• the customer’s intrinsic interest

In the economy WITH network 
effect:
...

• the customer’s intrinsic interest

• the number if other people using the 
good - the larger the user population 
the more she is willing to pay
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Our canonical setting will be the market for a good: we will  first consider how the market functions when there is no network effect 
- that is, when consumers do not care how many other users of the good there are - and then we will see how things change when a 
network effect is present.

Formally, we model the lack of individual effects on the aggregate by representing the consumers as the set of all real numbers in the interval 
strictly between 0 and 1. That is, each consumer is named by a different real number, and the total mass of consumers is 1. This naming of 
the consumers by real numbers will be notationally useful - for example, the set of consumers with names between 0 and x < 1 represents an 
x fraction of the population. A good way to think of this model of consumers is as a continuous approximation to a market with a very large, but 
finite, number of consumers; the continuous model will be useful in various places to avoid having to deal with the explicit effect of any one 
individual on the overall population.

Each consumer wants at most one unit of the good; each consumer has a personal intrinsic interest in obtaining the good that can vary from 
one consumer to another. When there are no network effects at work, we model a consumer's willingness to pay as being determined entirely 
by this intrinsic interest. When there are network effects, a consumer's willingness to pay is determined by two things:

• intrinsic interest; and
• the number of other people using the good - the larger the user population, the more she is willing to pay.

Our study of network effects here can be viewed as an analysis of how things change once this second factor comes into play.

To start understanding this issue, we first consider how a market works when there are no network effects.



The Economy without Network Effect:
Reservation price

• Each customer is specified by a single 
reservation price: the maximum amount 
she is willing to pay for the good

• Sort all customers (in the interval (0,1)) by 
their reservation price

• r(x) - reservation price of customer x, r(x) 
- continuos and strictly decreasing
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To start understanding this issue, we first consider how a market works when there are no network effects.

Reservation Prices. With no network effects, each consumer's interest in the good is specified by a single reservation price: the 
maximum amount she is willing to pay for one unit of the good. We'll assume that the individuals are arranged in the interval between 0 and 1 
in order of decreasing reservation price, so that if consumer x has a higher reservation price than consumer y, then x < y. Let r(x) denote the 
reservation price of consumer x. For the analysis in this chapter, we will assume that this function r() is continuous, and that no two consumers 
have exactly the same reservation price | so the function r() is strictly decreasing as it ranges over the interval from 0 to 1.



The Economy without Network Effect:
Market price

• Suppose, the market price for the good is p

• Everyone whose reservation price < p will buy the good, 
everyone whose reservation price > p will not buy the good

• at p >=r(0) no one will buy; at p <= r(1) everyone will buy

• let’s consider r(1)> p > r(0) - there is x: r(x)=p - demand

511 May 2011 The Structure of Social and Information Networks

Wednesday, May 11, 2011

Suppose that the market price for a unit of the good is p: everyone who wants to buy the good can buy it at price p, and no units are offered for 
sale at a price above or below p. At price p, everyone whose reservation price is at least p will actually buy the good, and everyone whose 
reservation price is below p will not buy it. Clearly at a price of r(0) or more, no one will buy the good; and at a price of r(1) or less, everyone 
will buy the good.

So let's consider the interesting region for the price p, when it lies strictly between r(1) and r(0). In this region, there is some unique number x 
with the property that r(x) = p: as Figure illustrates, since r() is a continuous function that strictly decreases, it must cross the horizontal line y = 
p somewhere.

This means that all consumers between 0 and x buy the product, and all consumers above x don't - so an x fraction of the 
population buys the product. We can do this for every price p: there is an x depending on p that specifies the fraction of the population that 
will purchase at price p. This way of reading the relation between price and quantity (for any price the quantity that will be demanded) is 
usually called the (market) demand for the good, and it is a very useful way to think of the relation between the price and the number of units 
purchased.



Supply or the Equilibrium Quantity of 
the Good

• Suppose, the good can be produces at a constant price p*

• Assume r(0) > p* > r(1)

• There is unique x* in (0,1) so that r(x*)=p*

• x* - equilibrium quantity of the good given the reservation 
prices and the cost p*
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The Equilibrium Quantity of the Good. Let's suppose that this good can be produced at a constant cost of p* per unit, and that, as is the 
case for consumers, there are many potential producers of the good so that none of them is large enough to be able to influence the market 
price of the good. Then, in aggregate, the producers will be willing to supply any amount of the good at a price of p* per unit, and none of the 
good at any price below p*.

As above, cases in which p* is above r(0) or below r(1) are not particularly interesting, since then either everyone or no one buys the good. 
Therefore, we assume that r(0) > p* > r(1).

To complete the picture of how the market operates without network effects, we now determine the supply of the good. Since p* is between 
the highest and lowest reservation prices, we can find a unique p* between 0 and 1 so that r(p*) = p*. We call p* the equilibrium quantity of 
the good, given the reservation prices and the cost p*. Figure now shows the cost p* and the equilibrium quantity x*.

Notice the sense in which x* represents an equilibrium in the population's consumption of the good. If less than an x* fraction of the 
population purchased the good, there would be consumers who have not purchased but who would have an incentive to do so, 
because of reservation prices above p. In other words, there would be “upward pressure" on the consumption of the product, since there is a 
portion of the population that would not have  purchased but wished they had. On the other hand, if more than an x fraction of the population 
purchased the good, there would be consumers who had purchased the good but wished they had not, because of reservation prices below 
p. In this case, we'd have “downward pressure" on the consumption of the good.

One attractive feature of this equilibrium is that it is socially optimal



The Economy With Network Effect

• With network effects, a potential consumer takes into 
account both her own reservation price and the total 
number of users of the good

• When a z - fraction of the population is using 
the good, the reservation price of consumer x is equal 
to r(x)f(z): 
r(x) - intrinsic interest of a consumer x
f(z) - the benefit to each consumer from having a z 
fraction of the population use the good

• for social media sites f(0)=0

• Now each customer x needs to predict z: x wants to 
purchase if r(x)f(z)>=p*
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Now we discuss a model for network effects in the market for a good.

With network effects, a potential purchaser takes into account both her own reservation price and the total number of users of the 
good. A simple way to model this is to say that there are now two functions at work: when a z fraction of the population is using the good, the 
reservation price of consumer x is equal to r(x)f(z), where r(x) as before is the intrinsic interest of consumer x in the good, and f(z) measures 
the benefit to each consumer from having a z fraction of the population use the good. This new function f(z) is increasing in z: it controls how 
much more valuable a product is when more people are using it. The multiplicative form r(x)f(z) for reservation prices means that those who 
place a greater intrinsic value on the good benefit more from an increase in the fraction of the population using the good than do those who 
place a smaller intrinsic value on the good.

For now, in keeping with the motivation from communication technology and social media, we will assume that f(0) = 0: if no one has 
purchased the good no one is willing to pay anything for the good.

Since a consumer's willingness to pay depends on the fraction of the population using the good, each consumer needs to predict what this 
fraction will be in order to evaluate whether to purchase. Suppose that the price of the good is p*, and that consumer x expects a z fraction of 
the population will use the good. Then x will want to purchase provided that r(x)f(z) >= p*.

We begin by considering what happens in the case when all consumers make perfect predictions about the number of users of the good; after 
this, we will then consider the population-level dynamics that are caused by imperfect predictions.



Equilibria With Network Effects

• First we consider what happens when 
consumers’ predictions about z are perfect

• A self-fulfilling expectations 
equilibrium for the quantity of purchasers 
z

• if z=0, then r(x)f(0)=0 - nobody buys

• Among all that consumers who buy 1<z<0, 
z has the lowest reservation price

• 1<z<0, then the price p*=r(z)f(z) 
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Equilibria with Network Effects. What do we have in mind, in the context of the current discussion, when we suppose that consumers' 
predictions are perfect? We mean that the consumers form a shared expectation that the fraction of the population using the product is z, and 
if each of them then makes a purchasing decision based on this expectation, then the fraction of people who actually purchase is in fact z. We 
call this a self-fulfilling expectations equilibrium for the quantity of purchasers z: if everyone expects that a z fraction of the population will 
purchase the product, then this expectation is in turn fulfilled by people's behavior.

Let's consider what such an equilibrium value of z looks like, in terms of the price p* > 0.

First of all, if everyone expects a z = 0 fraction of the population to purchase, then the reservation price of each consumer x is r(x)f(0) = 0, 
which is below p*. Hence no one will want to purchase, and the shared expectation of z = 0 has been fulfilled.

Now let's consider a value of z strictly between 0 and 1. If exactly a z fraction of the population purchases the good, which set of individuals 
does this correspond to? Clearly if consumer x0 purchases the good and x < x0, then consumer x will as well. Therefore, the set of 
purchasers will be precisely the set of consumers between 0 and z. What is the price p* at which exactly these consumers want to purchase, 
and no one else? The lowest reservation price in this set will belong to consumer z, who - because of the shared expectation that a z fraction 
of the population will purchase - has a reservation price of r(z)f(z). In order for exactly this set of consumers, and no one else, to purchase the 
good, we must have p = r(z)f(z).



A Concrete Example

• Let’s consider r(x)=1-x and f(z)=z
r(z)f(z)=z(1-z) - parabola

• when the price p* between 0 and 1 there 
are two solutions: z’ and z’’
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A Concrete Example. To find whether other equilibria exist, we need to know the form of the functions r(*) and f(*) in order to analyze the 
equation p = r(z)f(z). To show how
this works, let's consider a concrete example in which r(x) = 1 - x and f(z) = z. In this case, r(z)f(z) = z(1 - z), which has a parabolic shape as 
shown in Figure: it is 0 at z = 0 and z = 1, and it has a maximum at z = 1/2, when it takes the value 1/4. 

Continuing with this concrete example, we can now work out the set of equilibria exactly. If p* > 1/4, then there is no solution to p = r(z)f(z) = z
(1 - z) (since the right-hand side has a maximum value of 1/4, at z = 1/2), and so the only equilibrium is when z = 0. This corresponds to a 
good that is simply too expensive, and so the only equilibrium is when everyone expects it not to be used.

On the other hand, when p is between 0 and 1/4, there are two solutions to p = z(1-z): they are at points zʼ and zʼʼ where the horizontal line y 
= p slices through the parabola defined by z(1 - z), as shown in Figure. Thus there are three possible equilibria in this case: when z is equal to 
any of 0, zʼ, or zʼʼ. For each of these three values of z, if people expect exactly a z fraction of the population to buy the good, then precisely 
the top z fraction of the population will do so.

There are two initial observations worth making from this example. First, the notion of a self-fulfilling expectations equilibrium corresponds, in 
a general sense, to the effects of aggregate “consumer confidence." If the population has no confidence in the success of the good, then 
because of the network effects, no one will want it, and this lack of confidence will be borne out by the failure of people to purchase it. On the 
other hand - for the very same good, at the same price - if the population is confident of its success, then it is possible for a significant fraction 
of the population to decide to purchase it, thereby confirming its success. The possibility of multiple equilibria in this way is characteristic of 
markets in which network effects are at work.



Stability, Instability and Tipping Points

• Why 0, z’ and z’’ are equilibria?

• if z in (0, z’) there is “downward pressure” on the consumption of 
the good, since r(z)f(z)<p*
the purchaser z bought the good, but payed more than they value it

• if z in (z’,z’’) there is “upward pressure” on the consumption of the 
good

• if z < z’’ there is “downward pressure”

1011 May 2011 The Structure of Social and Information Networks

Wednesday, May 11, 2011

Let's explore the properties of equilibria of the example:

To begin with, it's useful to work through the details of why values of z other than 0, zʼ, or zʼʼ do not constitute equilibria. In particular, suppose 
that a z fraction of the population were to purchase the good, where z is not one of these three equilibrium quantities.

 If z is between 0 and zʼ, then there is “downward pressure" on the consumption of the good: since r(z)f(z) < p*, the purchaser named z 
(and other purchasers just below z) will value the good at less than p*, and hence will wish they hadn't bought it. This would push demand 
downward.

 If z is between zʼ and zʼʼ, then there is “upward pressure" on the consumption of the good: since r(z)f(z) > p*, consumers with names 
slightly above z have not purchased the good but will wish they had. This would drive demand upward.

 Finally, if z is above zʼʼ, then there is again downward pressure: since r(z)f(z) < p*, purchaser z and others just below will wish they hadn't 
bought the good, pushing demand down.



Stability, Instability and Tipping Points

• z’’ has a strong stability property

• z’ - a critical point, or tipping point: 
if slightly more than z’ buys the good then the upward 
pressure drives the demand to z’’
if slightly less than z’’ then downward pressure drives to 0

• in the economy with network effects, z’ is the hump the 
firm must get over in order to succeed
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This set of three different possibilities for the non-equilibrium values of z has interesting consequences for the equilibria zʼ and zʼʼ. First, it 
shows that zʼʼ has a strong stability property. If slightly more than a zʼʼ fraction buys the good, then the demand gets pushed back toward 
zʼʼ; if slightly less than a zʼʼ fraction buys the good, then the demand correspondingly gets pushed up toward zʼʼ. So in the event of a “near 
miss" in the population's expectations around zʼʼ, we would expect the outcome to settle down to zʼʼ anyway.

The situation looks different - and highly unstable - in the vicinity of the equilibrium zʼ. If slightly more than a zʼ fraction buys the good, 
then upward pressure drives the demand away from zʼ toward the higher equilibrium at zʼʼ. And if slightly less than a zʼ fraction buys the good, 
then downward pressure drives the demand away from zʼ in the other direction, down toward the equilibrium at 0. Thus, if exactly a zʼ fraction 
of the population purchases the good, then we are at equilibrium; but if the fraction is even slightly o from this, the system will tend to spiral up 
or spiral down to a significant extent.

Thus, zʼ is not just an unstable equilibrium; it is really a critical point, or a tipping point, in the success of the good. If the  firm 
producing the good can get the population's expectations for the number of purchasers above zʼ, then they can use the upward pressure of 
demand to get their market share to the stable equilibrium at zʼʼ. On the other hand, if the population's expectations are even slightly below zʼ, 
then the downward pressure will tend to drive the market share to 0. The value zʼ is the hump the firm must get over in order to succeed.

This view of the equilibria suggests a way of thinking about the price p. If the firm were to price the good more cheaply - in other words, to 
lower the price p* - then this would have two beneficial effects. Since the parabola in Figure would now be sliced by a lower horizontal line 
(reflecting the lower price), the low equilibrium zʼ would move left;

this provides a critical point that is easier to get past. Moreover, the high equilibrium zʼʼ would move right, so if the firm is able to get past the 
critical point, the eventual size of its user population zʼʼ would be even larger. Of course, if p is set below the cost of production the firm loses 
money. But as part of a pricing strategy over time, in which early losses may be offset by growth in the user population and later profits, this 
may be a viable strategy. Many firms do this by offering free trials for their products or by setting low introductory prices.



A Dynamic View of the Market

• Let’s now see if customers have imperfect 
predictions about the fraction of people z 
who buy the good
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This equation provides a way of 
computing the outcome     from 
shared expectation z
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We have been focusing on an equilibrium in which consumers correctly predict the number of actual users of the good. Let's now ask what 
this would look like if consumers have common beliefs about how many users there will be, but we allow for the possibility that these beliefs 
are not correct.

If everyone believes a z fraction of the population will use the product, then consumer x - based on this belief - will want to 
purchase if r(x)f(z) <= p*. Hence, if anyone at all wants to purchase, the set of people who will purchase will be between 0 and ^z, 
where ^z solves the equation r(^z)f(z) = p*



A Dynamic View of the Market

• Let’s see on the example where r(x)=1-z and f(z)=z

• then, r-1(x)=1-x
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When ^z=g(z) abd ^z=z 
cross, we have a self-fulfilling 
expectations equilibrium
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We can plot the function ^z = g(z) as shown in Figure. Beyond the simple shape of the curve, however, its relationship to the 45o line ^z = z 
provides a striking visual summary of the issues around equilibrium, stability, and instability that we've been discussing. Figure illustrates this. 
To begin with, when the plots of the two functions ^z = g(z) and ^z = z cross, we have a self-fulfilling expectations equilibrium: here g
(z) = z, and so if everyone expects a z fraction of the population to purchase, then in fact a z fraction will do so. When the curve ^z = g(z) lies 
below the line ^z = z, we have downward pressure on the consumption of the good: if people expect a z fraction of the population to use the 
good, then the outcome will underperform these expectations, and we would expect a downward spiral in consumption.

And correspondingly, when the curve ^z = g(z) lies above the line ^z = z, we have upward pressure on the consumption of the good.

This gives a pictorial interpretation of the stability properties of the equilibria. Based on how the functions cross in the vicinity of the equilibrium 
zʼʼ, we see that it is stable: there is upward pressure from below and downward pressure from above. On the other hand, where the curves 
cross in the vicinity of the equilibrium zʼ, there is instability - downward pressure from below and upward pressure from above, causing the 
equilibrium to quickly unravel if it is perturbed in either direction.



Power Laws and 
Rich-Get-Richer Phenomena

• Popularity - phenomena characterized by 
extreme imbalances

• Some people, books, movies ... are 
extremely popular, while the biggest part 
are known to a small audience only

• How do we quantify these imbalances? Why 
do they arise? 
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For the past two chapters, we have been studying situations in which a person's behavior or decisions depend on the choices made by other 
people | either because the person's rewards are dependent on what other people do, or because the choices of other people convey 
information that is useful in the decision-making process. We've seen that these types of coupled decisions, where behavior is correlated 
across a population, can lead to outcomes very different from what we  find in cases where individuals make independent decisions.

Here we apply this network approach to analyze the general notion of popularity. Popularity is a phenomenon characterized by extreme 
imbalances: while almost everyone goes through life known only to people in their immediate social circles, a few people achieve wider 
visibility, and a very, very few attain global name recognition. Analogous things could be said of books, movies, or almost anything that 
commands an audience. How can we quantify these imbalances? Why do they arise? Are they somehow intrinsic to the whole idea of 
popularity?

We will see that some basic models of network behavior can provide significant insight into these questions. To begin the discussion, we focus 
on the Web as a concrete domain in which it is possible to measure popularity very accurately. While it may be difficult to estimate the number 
of people worldwide who have heard of famous individuals such as Barack Obama or Bill Gates, it is easy to take a snapshot of the full Web 
and simply count the number of links to high-profile Web sites such as Google, Amazon, or Wikipedia. We will refer to the full set of links 
pointing to a given Web page as the in-links to the page.

Thus, we will start by using the number of in-links to a Web page as a measure of the page's popularity; we will keep in mind, however, that 
this is just one example of a much broader
phenomenon.

Early in the Web's history, people had already begun to ask a very basic version of the page popularity question, phrased as follows: As a 
function of k, what fraction of pages on the Web have k in-links?
Larger values of k indicate greater popularity, so this is precisely the question of how popularity is distributed over the set of Web pages.



A Simple Hypothesis: 
The Normal Distribution

• The experiment for the Web: 
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As a function of k, what fraction of pages on the Web have k in-links?

• A natural guess the normal, or Gaussian, 
distribution

• Central Limit Theorem (roughly): if we take any 
sequence of small independent random quantities, 
then in the limit their sum will be distributed 
according to the normal distribution
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A Simple Hypothesis: The Normal Distribution. Before trying to resolve this question, it's useful to ask what we should expect the answer 
to be. A natural guess is the normal, or Gaussian, distribution - the so-called “bell curve" - used widely throughout probability and statistics. 
While we won't need many details about the normal distribution here, it's worth recalling that it's characterized by two quantities: a mean 
value, and a standard deviation around this mean. Figure shows a plot of the density of values in the normal distribution, scaled so that the 
mean is 0 and the standard deviation is 1. The basic fact about normal distributions is that the probability of observing a value that exceeds 
the mean by more than c times the standard deviation decreases exponentially in c.

The normal distribution is a natural guess in our case, since it is ubiquitous across the natural sciences. A result from the early 1900s, the 
Central Limit Theorem, provides a fundamental explanation for its appearance in so many settings: roughly speaking (and suppressing the full 
details), the Central Limit Theorem says that if we take any sequence of small independent random quantities, then in the limit their sum (or 
average) will be distributed according to the normal distribution. In other words, any quantity that can be viewed as the sum of many small 
independent random effects will be well-approximated
by the normal distribution. Thus, for example, if one performs repeated measurements of a fixed physical quantity, and if the variations in the 
measurements across trials are the cumulative result of many independent sources of error in each trial, then the distribution of measured 
values should be approximately normal.

How would we apply this in the case of Web pages? If we model the link structure of the Web, for example, by assuming that each page 
decides independently at random whether to link to any other given page, then the number of in-links to a given page is the sum of many 
independent random quantities (i.e. the presence or absence of a link from each other page), and hence we'd expect it to be normally 
distributed. In particular, this would suggest a hypothesis for the answer to our original question: if we believe this model, then the number of 
pages with k in-links should decrease exponentially in k, as k grows large



Power Laws
• But when people measured the Web, they found something 

very different

• The fraction of Web pages that have k in-links is approximately 
proportional to 1/k2

• Power law function

• Popularity exhibits extreme imbalances: there are few very 
popular Web pages that have extremely many in-links

• True for other domains: 

• the fraction of telephone numbers that receive k calls per 
day: 1/k2

• the fraction of books bought by k people: 1/k3

• the fraction of scientific papers that receive k citations: 1/k3
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When people measured the distribution of links on the Web, however, they found something very different. In studies over many different Web 
snapshots, taken at different points in the Web's history, the recurring finding is that the fraction of Web pages that have k in-links is 
approximately proportional to 1=k2 [80]. (More precisely, the exponent on k is generally a number slightly larger than 2.)

Why is this so different from the normal distribution? The crucial point is that 1/k2 decreases much more slowly as k increases, so pages with 
very large numbers of in-links are much more common than we'd expect with a normal distribution. For example, 1/k2 is only one in a million 
for k = 1000, while an exponentially decaying function like 2-k is unimaginably tiny for k = 1000. A function that decreases as k to some fixed 
power, such as 1/k2 in the present case, is called a power law; when used to measure the fraction of items having value k, it says, 
qualitatively, that it's possible to see very large values of k.

This provides a quantitative form for one of the points we made initially: popularity seems to exhibit extreme imbalances, with very large 
values likely to arise. And it accords with our intuition about the Web, where there are certainly a reasonably large number of extremely 
popular pages. One sees similar power laws arising in measures of popularity in many other domains as well: for example, the fraction of 
telephone numbers that receive k calls per day is roughly proportional to 1/k2; the fraction of books that are bought by k people is roughly 
proportional to 1/k3; the fraction of scientific papers that receive k citations in total is roughly proportional to 1/k3; and there are many related 
examples



Power Laws
• How to understand the data exhibits power law 

distribution?

• Let f(k) - the fraction of items that have value k, 
we want to know if f(k)=a/kc for some a and c, 
we transform:

• If we have power law distribution, we get a 
straight line on the graph
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Indeed, just as the normal distribution is widespread in a family of settings in the natural sciences, power laws seem to dominate in cases 
where the quantity being measured can be viewed as a type of popularity. Hence, if you are handed data of this sort - say, for example, that 
someone gives you a table showing the number of monthly downloads for each song at a large on-line music site that they're hosting - one of 
the  first things that's worth doing is to test whether it's approximately a power law 1/kc for some c, and if so, to estimate the exponent c.

There's a simple method that provides at least a quick test for whether a dataset exhibits a power-law distribution. Let f(k) be the fraction of 
items that have value k, and suppose you want to know whether the equation f(k) = a/kc approximately holds, for some exponent c and 
constant of proportionality a. Then, if we write this as f(k) = ak-c and take the logarithms of both sides of this equation, we get
log f(k) = log a - clog k:

This says that if we have a power-law relationship, and we plot log f(k) as a function of log k, then we should see a straight line: -c will be the 
slope, and log a will be the y-intercept.
Such a “log-log" plot thus provides a quick way to see if one's data exhibits an approximate power-law: it is easy to see if one has an 
approximately straight line, and one can read off the exponent from the slope. 



A Power Law Distribution of Web page in-links
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For example, Figure does this for the fraction of Web pages with k in-links 

A power law distribution such as this one for the number of Web page in-links, shows up as a straight line on a log-log plot.



Rich-Get-Richer Models
• How is a network with power law distribution of 

in-links being built?

1. Pages are created in order, and named 1,2,3 ... N

2. When page j is created, it produces a link to an 
earlier page by choosing between actions (a) and 
(b):

(a) with probability p, page j chooses a page i 
uniformly at random from among earlier pages

(b)with probability 1-p, page j chooses a page i 
uniformly at random, and creates a link to the 
page that i points to
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But if we are going to accept that power laws are so widespread, we also need a simple explanation for what is causing them: just as the 
Central Limit Theorem gave us a very basic reason to expect the normal distribution, we'd like something comparable for power laws. For 
example, it's striking how closely the plot in Figure follows a straight line for much of the distribution, especially considering how many utterly 
uncontrollable factors come into play in the formation of the Web's link structure. What underlying process is keeping the line so straight?

Ideas from the analysis of information cascades and network effects provide the basis for a very natural mechanism to generate power laws. 
Just as normal distributions arise from many independent random decisions averaging out, we will find that power laws arise from the 
feedback introduced by correlated decisions across a population.

It is actually an open and very interesting research question to provide a fully satisfactory model of power laws starting from simple models of 
individual decision-making (as we did for information cascades). Instead, we will build our model not from the internals of each person's 
decision-making process, but from the observable consequences of decision-making in the presence of cascades: we will assume simply that 
people have a tendency to copy the decisions of people who act before them. Based on this idea, here is a simple model for the creation of 
links among Web pages.

(1) Pages are created in order, and named 1, 2, 3, ... N.
(2) When page j is created, it produces a link to an earlier Web page according to the following probabilistic rule (which is controlled by a single 
number p between 0 and 1).
(a) With probability p, page j chooses a page i uniformly at random from among all earlier pages, and creates a link to this page i.
(b) With probability 1-p, page j instead chooses a page i uniformly at random from among all earlier pages, and creates a link to the page that i 
points to.



Rich-Get-Richer Models
• “rich-get-richer” dynamics: when you copy 

the decision of a random earlier page, the 
probability that you end up linking to some page 
L is directly proportional to the total number of 
pages that currently link to L

• the probability that L has an increase in 
popularity is directly proportional to L’s current 
popularity

• This is also called preferential attachment
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Proving this result would require more intricate analysis than we'll be able to do here, but it is useful to work through some of the informal 
ideas behind this analysis. First of all, the copying mechanism in (2b) is really an implementation of the following “rich-get-richer" dynamics: 
when you copy the decision of a random earlier page, the probability that you end up linking to some page ` is directly proportional to the total 
number of pages that currently link to `. Thus, an equivalent way to write our copying process would have been to phrase (2b) as
(2) ...

(b) With probability 1 - p, page j chooses a page ` with probability proportional to `'s current number of in-links, and creates a link to `.

Why do we call this a “rich-get-richer" rule? Because the probability that page ` experiences an increase in popularity is directly proportional to 
`'s current popularity. This phenomenon is also known as preferential attachment, in the sense that links are formed “preferentially" to pages 
that already have high popularity. And the copying model provides an operational story for why popularity should exhibit such rich-get-richer 
dynamics: essentially, the more well-known someone is, the more likely you are to hear their name come up in conversation, and hence the 
more likely you are to end up knowing about them as well.

The same holds for Web pages, the specific focus of our model here.



The Long Tail

• The distribution of popularity can be 
important for businesses

• Chris Anderson: “The Long Tail”, 2004

• Everywhere in media: 
- ‘hits’ - a small number of blockbusters 
- and many “niche products” - interesting 
to a small segment of the audience

• Amazon, Netflix, ... built their business based 
ion the idea
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The distribution of popularity can have important business consequences, particularly in the media industry. In particular, let's imagine a media 
company with a large inventory - a giant retailer of books or music, for example - and consider the following question: are most sales being 
generated by a small set of items that are enormously popular, or by a much larger population of items that are each individually less popular? 
In the former case, the company is basing its success on selling “hits" - a small number of blockbusters that create huge revenues. In the 
latter case, the company is basing its success on a multitude of “niche products," each of which appeals to a small segment of the audience.

In a widely-read 2004 article entitled “The Long Tail," Chris Anderson argued that Internet-based distribution and other factors were driving the 
media and entertainment industries toward a world in which the latter alternative would be dominant, with a “long tail" of obscure products 
driving the bulk of audience interest. 

It also accords with the fundamental models of companies like Amazon or Netflix, where the ability to carry huge inventories - without the 
restrictions imposed by physical stores - makes it feasible to sell an astronomical diversity of products even when very few of them



The Long Tail
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The distribution of popularity among books: how many copies of the jth 
most popular item have been sold?
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One can now easily discuss trends in sales volume, and their consequences, in terms of the curve in Figure 18.4. Essentially, the area under 
the curve from some point j outward is the total volume of sales generated by all items of sales-rank j and higher; and so a concrete version of 
the hits-vs.-niche question, for a particular set of products, is whether there is significantly more area under the left part of this curve (hits) or 
the right (niche products).

And the debate over trends toward niche products becomes a question of whether this curve is changing shape over time, adding more area 
under the right at the expense of the left.



The Effect of Search Tools and 
Recommendation Systems

• Google uses popularity measures to rank Web 
pages => search via Google you get top pages 
(mostly ‘hits’)

• For Amazon: In order to make money from giant 
inventory of niche products, you have to give a 
tool for your customers to explore these niche 
products => recommendation systems

• Amazon’s recommendation system is based on 
history of purchases: can recommend niche 
products relevant to other niche products 
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Are Internet search tools making the rich-get-richer dynamics of popularity more extreme or less extreme?

Google is using popularity measures to rank Web pages, and the highly-ranked pages are in turn the main ones that users see in order to 
formulate their own decisions about linking.

In order to make money from a giant inventory of niche products, a company crucially needs for its customers to be aware of these products, 
and to have some reasonable way to explore them. Viewed in this light, the types of recommendation systems that companies like

Amazon and Netflix have popularized can be seen as integral to their business strategies: they are essentially search tools designed to 
expose people to items that may not be generally popular, but which match user interests as inferred from their history of past purchases.



• This lecture: chapter 17.1-17.4, 18.

• Next lecture:

The Small-World Phenomenon

Course Evaluation!
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