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Introduction to Game Theory:
last lecture overview

• What’s in a Game?

• Prisoner’s Dilemma: strictly dominant strategies 
do not give the best outcome for players

• Nash Equilibrium: stable state in a game when 
both players use strategies that are best 
responses to each other

• Multiple Equilibria: if you attempt to go for a 
higher payoff equilibrium - you risk get even 
lower one
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Mixed Strategies
• What if a game has no Nash equilibria at all?

• if players are allowed to behave randomly => equilibria 
always exist

• Example of a game without equilibria: Attack-Defense 
Game
Player1 - attacker; Player2 - defender
Attacker can use strategies A or B. Defender can defend 
against A or B.

If the Defender defends against the actual attack, then he 
gets higher payoff;
If the Defender defends against the wrong attack, then 
the Attacker gets the higher payoff
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On the the previous lecture, we have been discussing games whose conceptual complexity comes from the existence of multiple equilibria. 

However, there are also games which have no Nash equilibria at all. For such games, we will make predictions about players' behavior by 
enlarging the set of strategies to include the possibility of randomization; once players are allowed to behave randomly, one of John 
Nash's main results establishes that equilibria always exist.

Probably the simplest class of games to expose this phenomenon are what might be called “attack-defense" games. In such games, one 
player behaves as the attacker, while the other behaves as the defender. The attacker can use one of two strategies - let's call them A and B - 
while the defender's two strategies are “defend against A" or “defend against B."
If the defender defends against the attack the attacker is using, then the defender gets the higher payoff; but if the defender defends against 
the wrong attack, then the attacker gets the higher payoff.



Matching Pennies: 
An Example of Attack-Defense Game

• Two people hold a penni and simultaneously choose 
wether to show heads (H) or tails (T)
Player1 loses his penni if they match
Player2 wins a penni if they don’t match

• Zero-sum game - payoffs sum to zero in every 
outcome; 

✦ In zero-sum games players interest are in direct 
conflict
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Matching Pennies. A simple attack-defense game is called Matching Pennies, and is based on a game in which two people each hold a 
penny, and simultaneously choose whether to show heads (H) or tails (T) on their penny. Player 1 loses his penny to player 2 if they match, 
and wins player 2's penny if they don't match. This produces a payoff matrix as shown in the picture.

Matching pennies is a simple example of a large class of interesting games with the property that the payoffs of the players sum to 
zero in every outcome. Such games are called zero-sum games, and many attack-defense games - and more generally, games where the 
players' interests are in direct conflict - have this structure. 

Games like Matching Pennies have in fact been used as metaphorical descriptions of decisions made in combat; for example, the Allies 
landing in Europe on June 6, 1944 - one of the pivotal moments in World War II - involved a decision by the Allies whether to cross the English 
Channel at Normandy or at Calais, and a corresponding decision by the German army whether to mass its defensive forces at Normandy or 
Calais. This has an attack-defense structure that closely resembles the Matching Pennies game



Randomization of Strategies

• In Matching Pennies, no two strategies that are best 
responses to each other => no Nash equilibrium

• In real life, players try to hide which strategy they are 
choosing

• We will model this situation as randomizing 
players behavior between strategies H and T
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The first thing to notice about Matching Pennies is that there is no pair of strategies that are best responses to each other. To see this, 
observe that for any pair of strategies, one of the players gets a payoff of -1, and this player would improve his or her payoff to +1 by switching 
strategies. So for any pair of strategies, one of the players wants to switch what they're doing This means that if we treat each player as 
simply having the two strategies H or T, then there is no Nash equilibrium for this game. This is not so surprising if we consider how Matching 
Pennies works. A pair of strategies, one for each player, forms a Nash equilibrium if even given knowledge of each other's strategies, neither 
player would have an incentive to switch to an alternate strategy. But in Matching Pennies, if Player 1 knows that Player 2 is going to play a 
particular choice of H or T, then Player 1 can exploit this by choosing the opposite and receiving a payoff of +1. Analogous reasoning holds for 
Player 2.

When we think intuitively about how games of this type are played in real life, we see that players generally try to make it difficult for 
their opponents to predict what they will play. This suggests that in our modeling of a game like Matching Pennies, we shouldn't treat the 
strategies as simply H or T, but as ways of randomizing one's behavior between H and T. We now see how to build this into a model for the 
play of this kind of game.



Mixed Strategies
• Randomization - players are choosing a 

probability with which they will play H or T

• Player1 commits to play H with probability p; and to 
play T with probability 1-p
Player2 commits to play H with probability q; and to 
play T with probability 1-q

• Now we have a set of strategies (instead of only 
two) corresponding to the interval of numbers 
between 0 and 1

• Committing to definitely play H or T (selecting 
probabilities of 1 or 0) - pure strategies

69 March 2011 The Structure of Social and Information Networks

6Thursday, March 10, 2011

Mixed Strategies. The simplest way to introduce randomized behavior is to say that each player is not actually choosing H or T directly, but 
rather is choosing a probability with which she will play H. So in this model, the possible strategies for Player 1 are numbers p between 0 and 
1; a given number p means that Player 1 is committing to play H with probability p, and T with probability 1 - p. Similarly, the possible 
strategies for Player 2 are numbers q between 0 and 1, representing the probability that Player 2 will play H.

Since a game consists of a set of players, strategies, and payoffs, we should notice that by allowing randomization, we have actually 
changed the game. It no longer consists of two strategies by each player, but instead a set of strategies corresponding to the interval of 
numbers between 0 and 1. We will refer to these as mixed strategies, since they involve “mixing" between the options H and T. Notice that 
the set of mixed strategies still includes the original two options of committing to definitely play H or T; these two choices correspond to 
selecting probabilities of 1 or 0 respectively, and we will refer to them as the two pure strategies in the game. To make things more informal 
notationally, we will sometimes refer to the choice of p = 1 by Player 1 equivalently as the “pure strategy H", and similarly for p = 0 and q = 1 
or 0.



Payoffs from Mixed Strategies

• Suppose, Player2 commits to play H with 
probability q, and T with probability 1-q

• Then, if Player1 chooses pure strategy H => 
receives -1 with probability q and +1 with 
probability 1-q

• Expected value of the payoff
for Player1: (-1)q+(1)(1-q) = 1-2q
for Player2: (1)q+(-1)(1-q) = 2q - 1
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Let's start by considering Matching Pennies from Player 1's point of view, and focus first on how she evaluates her two pure strategies 
of definitely playing H or definitely playing T. Suppose that Player 2 chooses the strategy q; that is, he commits to playing H with probability q 
and T with probability 1-q. Then if Player 1 chooses pure strategy H, she receives a payoff of -1 with probability q (since the two pennies 
match with probability q, in which event she loses), and she receives a payoff  of +1 with probability 1-q (since the two pennies don't match 
with probability 1-q). Alternatively, if Player 1 chooses pure strategy T, she receives +1 with probability q, and -1 with probability (1-q). So even 
if Player 1 uses a pure strategy, her payoffs can still be random due to the randomization employed by Player 2. How should we decide which 
of H or T is more appealing to Player1 in this case?

In order to rank random payoffs numerically, we will attach a number to each distribution that represents how attractive this 
distribution is to the player. Once we have done this, we can then rank outcomes according to their associated number. The number we will 
use for this purpose is the expected value of the payoff. So for example, if Player 1 chooses the pure strategy H while Player 2 chooses a 
probability of q, as above, then the expected payoff to Player 1 is
(-1)(q) + (1)(1 - q) = 1 - 2q:
Similarly, if Player 1 chooses the pure strategy T while Player 2 chooses a probability of q,
then the expected payoff to Player 1 is
(1)(q) + (-1)(1 - q) = 2q - 1:

We have now defined the mixed-strategy version of the Matching Pennies game: strategies are probabilities of playing H, and payoffs are the 
expectations of the payoffs from the four pure outcomes (H;H); (H; T); (T;H), and (T; T). We can now ask whether there is a Nash 
equilibrium for this richer version of the game.



Equilibrium with Mixed Strategies

• Nash equilibrium is a pair of strategies (now 
probabilities) so that each is a best response to 
the other

• No pure strategy can be part of Nash equilibrium
if Player1 takes pure H, then for Player2, H is unique best response => but 
H is not a best response for Player1...

• 1-2q = 2q-1, otherwise one of the pure strategies 
H or T is the unique best response
1-2q=2q-1 => q=1/2.  Similar, p=1/2. 

• q=p=1/2 is the only Nash equilibrium for this 
game
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We define a Nash equilibrium for the mixed strategy version just as we did for the pure-strategy version: it is a pair of strategies (now 
probabilities) so that each is a best response to the other. 

First, let's observe that no pure strategy can be part of a Nash equilibrium. This is equivalent to the reasoning we did at the outset of this 
section. Suppose, for example, that the pure strategy H (i.e. probability p = 1) by Player 1 were part of a Nash equilibrium. Then Player 2's 
unique best response would be the pure strategy H as well (since Player 2 gets +1 whenever he matches). But H by Player 1 is not a best 
response to H by Player 2, so in fact this couldn't be a Nash equilibrium. Analogous reasoning applies to the other possible pure strategies by 
the two players. So we reach the natural conclusion that in any Nash equilibrium, both players must be using probabilities that are strictly 
between 0 and 1.

Now, here's the key point: 1 - 2q must be equal to 2q - 1. Otherwise, one of the pure strategies H or T is in fact the unique best response 
by Player 1 to a play of q by Player 2. This is simply because one of 1 - 2q or 2q - 1 is larger in this case, and so there is no point for Player 1 
to put any probability on her weaker pure strategy. But we already established that pure strategies cannot be part of any Nash equilibrium for 
Matching Pennies.

So we've concluded that in any Nash equilibrium for the mixed-strategy version of Matching Pennies, we must have 1 - 2q = 2q - 1; or in other 
words, q = 1/2. we must also have p = 1/2.

Thus, the pair of strategies p = 1=2 and q = 1=2 is the only possibility for a Nash equilibrium. 



Indifference
• The choice of q=1/2 by Player 2 makes Player 1 

indifferent between playing H or T

• Each player wants their behavior to be unpredictable to 
the other, so that their behavior can’t be taken advantage 
of

• Interpretations of mixed-strategy equilibria:

✦ tennis - player randomly decides where to serve the ball 

✦ playing cards - randomly deciding whether to bluff or 
not

✦ matching pennies - it is enough for you to expect that 
when you meet an arbitrary person, they will play with 
probability 1/2
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The point is that the choice of q = 1/2 by Player 2 makes Player 1 indifferent between playing H or T: the strategy q = 1/2 is effectively 
“non-exploitable" by Player 1. This was in fact our original intuition for introducing randomization: each player wants their behavior to be 
unpredictable to the other, so that their behavior can't be taken advantage of. 

We should note that the fact that both probabilities turned out to be 1=2 is a result of the highly symmetric structure of Matching Pennies; 
as we will see in subsequent examples in the next section, when the payoffs are less symmetric, the Nash equilibrium can consist of unequal 
probabilities.

This notion of indifference is a general principle behind the computation of mixed-strategy equilibria in two-player, two-strategy 
games when there are no equilibria involving pure strategies: each player should randomize so as to make the other player indifferent 
between their two alternatives.

It's also worth thinking about how to interpret mixed-strategy equilibria in real-world situations. There are in fact several possible 
interpretations that are appropriate in different situations:

• a tennis player may be randomly deciding whether to serve the ball up the center or out to the side of the court
• a card-player may be randomly deciding whether to bluff or not
•Nash equilibrium is often best thought of as an equilibrium in beliefs. If each player believes that her partner will play according to a 
particular Nash equilibrium, then she too will want to play according to it. In the case of Matching Pennies, with its unique mixed equilibrium, 
this means that it is enough for you to expect that when you meet an arbitrary person, they will play their side of Matching Pennies with a 
probability of 1=2. In this case, playing a probability of 1=2 makes sense for you too, and hence this choice of probabilities is self-reinforcing | 
it is in equilibrium | across the entire population.



Pareto Optimality
• In Nash eqilibrium - players are optimizing 

individually

• But what if we want an outcome that is “good 
for society”?

• Pareto Optimality:
A choice of strategies is Pareto-optimal if no other choice 
of strategies in which all players receive payoffs at least as high, 
and at least one player receives a strictly higher payoff 

• Sometimes, reaching PO is not possible without 
a binding agreement between the players

109 March 2011 The Structure of Social and Information Networks

10Thursday, March 10, 2011

In a Nash equilibrium, each player's strategy is a best response to the other player's strategies.
In other words, the players are optimizing individually. But this doesn't mean that, as a group, the players will necessarily reach an 
outcome that is in any sense good. 

It is interesting to classify outcomes in a game not just by their strategic or equilibrium properties, but also by whether they are “good for 
society."  There are two useful candidates for such a definition, Pareto Optimality and Social Optimality.

Pareto Optimality. The first definition is Pareto-optimality, named after the Italian economist Vilfredo Pareto. 

A choice of strategies - one by each player - is Pareto-optimal if there is no other choice of strategies in which all players receive 
payoffs at least as high, and at least one player receives a strictly higher payoff.

To see the intuitive appeal of Pareto-optimality, let's consider a choice of strategies that is not Pareto-optimal. In this case, there's an alternate 
choice of strategies that makes at least one player better off without harming any player.  If the players could jointly agree on what to do, and 
make this agreement binding, then surely they would prefer to move to this superior choice of strategies.

The motivation here relies crucially on the idea that the players can construct a binding agreement to actually play the superior choice of 
strategies: if this alternate choice is not a Nash equilibrium, then absent of a binding agreement, at least one player would want to switch to a 
different strategy. As an illustration of why this is a crucial point, consider the outcomes in the Exam-or-Presentation Game. The outcome in 
which you and your partner both study for the exam is not Pareto-optimal, since the outcome in which you both prepare for the presentation is 
strictly better for both of you. This is the central difficulty at the heart of this example, now phrased in terms of Pareto-optimality. It shows that 
even though you and your partner realize there is a superior solution, there is no way to maintain it without a binding agreement between 
the two of you.

In this example, the two outcomes in which exactly one of you prepares for the presentation are also Pareto-optimal. In this case, although 
one of you is doing badly, there is no alternate choice of strategies in which everyone is doing at least as well. So in fact, the Exam-or-
Presentation Game { and the Prisoner's Dilemma | are examples of games in which the only outcome that is not Pareto-optimal is the one 
corresponding to the unique Nash equilibrium.



Social Optimality

• A choice of strategies is a social welfare 
maximizer (or socially optimal) if it 
maximizes the sum of the players’ payoffs

• Outcomes that are socially optimal must be 
Pareto-optimal

• Pareto-optimal is not necessarily social 
optimal 
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Social Optimality. A stronger condition that is even simpler to state is social optimality. 

A choice of strategies - one by each player - is a social welfare maximizer (or socially optimal) if it maximizes the sum of the players' payoffs.

In the Exam-or-Presentation Game, the social optimum is achieved by the outcome in which both you and your partner prepare for the presentation, which produces a combined payoff of 90 
+ 90 = 180. 

Outcomes that are socially optimal must also be Pareto-optimal: if such an outcome weren't Pareto-optimal, there would be a different outcome in which all payoffs were at least as large, 
and one was larger | and this would be an outcome with a larger sum of payoffs.

On the other hand, a Pareto-optimal outcome need not be socially optimal. For example, the Exam-or-Presentation Game has three outcomes that are Pareto-optimal, but only one of 
these is the social optimum.



Modeling Network 
Traffic Using 

Game Theory
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Traveling through a transportation network, or sending packets through the Internet, involves fundamentally game-theoretic reasoning: 
rather than simply choosing a route in isolation, individuals need to evaluate routes in the presence of the congestion resulting from the 
decisions made by themselves and everyone else. In this chapter, we develop models for network traffic using the game-theoretic ideas we've 
developed thus far.



Traffic at Equilibrium

13

• Transportation network as a directed graph

• Suppose, we have 4000 cars, 
if each car takes upper route, then it takes 85 mins;
if they divide evenly, then 65 mins

• Nash equilibrium - is when the cars divide 
up evenly: with even balance between two 
routes, no driver has an incentive to switch over to 
the other route
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We represent a transportation network by a directed graph: we consider the edges to be highways, and the nodes to be exits where you 
can get on or off a particular highway. There are two particular nodes, which we'll call A and B, and we'll assume everyone wants to drive from 
A to B. For example, we can imagine that A is an exit in the suburbs, B is an exit downtown, and we're looking at a large collection of morning 
commuters. Finally, each edge has a designated travel time that depends on the amount of traffic it contains.

To make this concrete, consider the graph in the pic. The label on each edge gives the travel time (in minutes) when there are x cars using the 
edge. In this simplified example, the A-D and C-B edges are insensitive to congestion: each takes 45 minutes to traverse regardless of the 
number of cars traveling on them. On the other hand, the A-C and D-B edges are highly sensitive to congestion: for each one, it takes x=100 
minutes to traverse when there are x cars using the edge.

Now, suppose that 4000 cars want to get from A to B as part of the morning commute. There are two possible routes that each car can 
choose: the upper route through C, or the lower route through D. For example, if each car takes the upper route (through C), then the total 
travel time for everyone is 85 minutes, since 4000=100+45 = 85. The same is true if everyone takes the lower route. On the other hand, if the 
cars divide up evenly between the two routes, so that each carries 2000 cars, then the total travel time for people on both routes is 2000=100 
+ 45 = 65.



Braess’s Paradox
• A small change to the network can lead to a 

counterintuitive situation

• Adding CD - a fast highway (0 mins to drive)
With CD, there is a unique Nash equilibrium and it 
leads to a worse travel time to everyone - 80 mins

• This phenomenon is Braess’s Paradox: adding 
resources to a transportation network can 
sometimes hurt performance at equilibrium
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There is an interesting paradox: with only a small change to the network, we can quickly find ourselves in truly counterintuitive 
territory.

The change is as follows: suppose that the city government decides to build a new, very fast highway from C to D, as indicated in the pic. To 
keep things simple, we'll model its travel time as 0, regardless of the number of cars on it, although the resulting effect would happen even 
with more realistic (but small) travel times. It would stand to reason that people's travel time from A to B ought to get better after this edge from 
C to D is added. Does it?

Here's the surprise: there is a unique Nash equilibrium in this new highway network, but it leads to a worse travel time for everyone. 
At equilibrium, every driver uses the route through both C and D; and as a result, the travel time for every driver is 80 (since 4000/100 + 0 + 
4000/100 = 80). To see why this is an equilibrium, note that no driver can benefit by changing their route: with traffic snaking through C and D 
the way it is, any other route would now take 85 minutes. And to see why it's the only equilibrium, you can check that the creation of the edge 
from C to D has in fact made the route through C and D a dominant strategy for all drivers: regardless of the current traffic pattern, you gain by 
switching your route to go through C and D.

In other words, once the fast highway from C to D is built, the route through C and D acts like a “vortex" that draws all drivers into it - 
to the detriment of all. In the new network there is no way, given individually self-interested behavior by the drivers, to get back to the even-
balance solution that was better for everyone.

This phenomenon - that adding resources to a transportation network can sometimes hurt performance at equilibrium - was  first 
articulated by Dietrich Braess in 1968, and it has become known as Braess's Paradox. Like many counterintuitive anomalies, it needs the 
right combination of conditions to actually pop up in real life; but it has been observed empirically in real transportation networks - including in 
Seoul, Korea, where the destruction of a six-lane highway to build a public park actually improved travel time into and out of the city (even 
though traffic volume stayed roughly the same before and after the change).



Auctions
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Now lets consider a second major application of game-theoretic ideas: auctions.

An auction is a kind of economic activity that has been brought into many people's everyday lives by the Internet, through sites such as eBay.

Now we will consider basic kinds of auction. Later in this course, we'll study a more complex kind of auction in the context of a Web search. 
We will analyze the ways in which search companies like Google, Yahoo!, and Microsoft use an auction format to sell advertising rights for 
keywords.



Types of Auction
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• True value (or intrinsic value)

• Ascending-bid auctions (or English auctions): the 
seller interactively raises the price, bidders drop out until 
finally only one bidder remains

• Descending-bid auctions (or Dutch auctions): the 
seller interactively lowers the price from some high initial 
value until the first moment when some bidder accepts and 
pays the current price

• First-price sealed-bid auctions: bidders submit 
simultaneous sealed bids to the seller; the highest bidder wins 
the object and pays the value of her bid

• Second-price sealed-bid auction (or Vickrey 
auctions): bidders submit simultaneous sealed bids to the 
seller; the highest bidder wins the object and pays the value 
of the second-highest bid
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To begin, we focus on different simple types of auctions, and how they promote different kinds of behavior among bidders. We'll consider the 
case of a seller auctioning one item to a set of buyers. 

There are many different ways of defining auctions that are much more complex than what we consider here. 

The underlying assumption we make when modeling auctions is that each bidder has an intrinsic value for the item being auctioned; she is 
willing to purchase the item for a price up to this value, but not for any higher price. We will also refer to this intrinsic value as the bidder's true 
value for the item. There are four main types of auctions when a single item is being sold (and many variants of these types).

1. Ascending-bid auctions, also called English auctions. These auctions are carried out interactively in real time, with bidders present 
either physically or electronically. The seller gradually raises the price, bidders drop out until finally only one bidder remains, and that bidder 
wins the object at this final price. Oral auctions in which bidders shout out prices, or submit them electronically, are forms of ascending-bid 
auctions.
2. Descending-bid auctions, also called Dutch auctions. This is also an interactive auction format, in which the seller gradually lowers the 
price from some high initial value until the first moment when some bidder accepts and pays the current price. These auctions are called 
Dutch auctions because flowers have long been sold in the Netherlands using this procedure.
3. First-price sealed-bid auctions. In this kind of auction, bidders submit simultaneous “sealed bids" to the seller. The terminology comes 
from the original format for such auctions, in which bids were written down and provided in sealed envelopes to the seller, who would then 
open them all together. The highest bidder wins the object and pays the value of her bid.
4. Second-price sealed-bid auctions, also called Vickrey auctions. Bidders submit simultaneous sealed bids to the sellers; the highest 
bidder wins the object and pays the value of the second-highest bid. These auctions are called Vickrey auctions in honor of William Vickrey, 
who wrote the first game-theoretic analysis of auctions (including the second-price auction). Vickery won the Nobel Memorial Prize in 
Economics in 1996 for this body of work.



Where Are Auction Appropriate?
• Auctions are generally used by sellers in situations 

where they do not have a good estimate of the buyers’ 
true values for an item, and where buyers do not know 
each other’s values

• Suppose, the seller values the item for x, and buyer can 
buy it for y (y>x); then there is a surplus of y-x
if the seller knows y, then he can announce the that 
item is for sale y-delta

• Asymmetry: if the seller knows potential buyers 
value, then the situation is better for the seller; 
if the buyer know at which price the seller values the 
item, then for the buyer

• If both the seller and the buyer know the value => 
bargaining
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Auctions are generally used by sellers in situations where they do not have a good estimate of the buyers' true values for an item, 
and where buyers do not know each other's values. In this case, as we will see, some of the main auction formats can be used to elicit 
bids from buyers that reveal these values.

To motivate it, letʼs consider the case in which the seller and buyers know each other's values for an item, and argue that an auction is 
unnecessary in this scenario. In particular, suppose that a seller is trying to sell an item that he values at x, and suppose that the maximum 
value held by a potential buyer of the item is some larger number y. In this case, we say there is a surplus of y - x that can be generated by 
the sale of the item: it can go from someone who values it less (x) to someone who values it more (y).

If the seller knows the true values that the potential buyers assign to the item, then he can simply announce that the item is for sale at a 
fixed price just below y, and that he will not accept any lower price. In this case, the buyer with value y will buy the item, and the full value of 
the surplus will go to the seller. In other words, the seller has no need for an auction in this case: he gets as much as he could reasonably 
expect just by announcing the right price.

Notice that there is an asymmetry in the formulation of this example: we gave the seller the ability to commit to the mechanism that was used 
for selling the object. This is in fact very valuable to seller: assuming the buyers believe this commitment, the item is sold for a price just below 
y, and the seller makes all the surplus. In contrast, consider what would happen if we gave the buyer with maximum value y the ability to 
commit to the mechanism. In this case, this buyer could announce that she is willing to purchase the item for a price just above the larger of x 
and the values held by all other buyers. With this announcement, the seller would still be willing to sell | since the price would be above x - but 
now at least some of the surplus would go to the buyer. As with the seller's commitment, this commitment by the buyer also requires 
knowledge of everyone else's values. These examples show how commitment to a mechanism can shift the power in the transaction 
in favor of the seller or the buyer. 

One can also imagine more complex scenarios in which the seller and buyers know each other's values, but neither has the power to 
unilaterally commit to a mechanism. In this case, one may see some kind of bargaining take place over the price; we discuss the topic of 
bargaining later. 



 Relationships between 
Different Auction Formats

• How behavior in interactive auctions 
(ascending-bid and descending-bid) relates 
to sealed-bid?

• Descending-Bid is equivalent to Sealed-bid 
First-Price Auctions

• Ascending-Bid is equivalent to Sealed-bid 
Second-Price Auctions
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Our main goal will be to consider how bidders behave in different types of auctions. We begin in this section with some simple, informal 
observations that relate behavior in interactive auctions (ascending-bid and descending-bid auctions, which play out in real time) with 
behavior in sealed-bid auctions. These observations can be made mathematically rigorous, but for the discussion here we will stick to an 
informal description.

Descending-Bid and First-Price Auctions. First, consider a descending-bid auction. Here, as the seller is lowering the price from its high 
initial starting point, no bidder says anything until 
finally someone actually accepts the bid and pays the current price. Bidders therefore learn nothing while the auction is running, other than 
the fact that no one has yet accepted the current price. For each bidder i, there's a first price bi at which she'll be willing to break the silence 
and accept the item at price bi. So with this view, the process is equivalent to a sealed-bid  first-price auction: this price bi plays the role of 
bidder i's bid; the item goes to the bidder with the highest bid value; and this bidder pays the value of her bid in exchange for the item.

Ascending-Bid and Second-Price Auctions. Now let's think about an ascending-bid auction, in which bidders gradually drop out as the 
seller steadily raises the price. The winner of the auction is the last bidder remaining, and she pays the price at which the second-to-last 
bidder drops out.

Suppose that you're a bidder in such an auction; let's consider how long you should stay in the auction before dropping out. First, does it ever 
make sense to stay in the auction after the price reaches your true value? No: by staying in, you either lose and get nothing, or else you win 
and have to pay more than your value for the item. Second, does it ever make sense to drop out before the price reaches your true value for 
the item? Again, no: if you drop out early (before your true value is reached), then you get nothing, when by staying in you might win the item 
at a price below your true value.

So this informal argument indicates that you should stay in an ascending-bid auction up to the exact moment at which the price 
reaches your true value.

Moreover, with this definition of bids, the rule for determining the outcome of an ascending bid auction can be reformulated as follows. The 
person with the highest bid is the one who stays in the longest, thus winning the item, and she pays the price at which the second-to-last 
person dropped out - in other words, she pays the bid of this second-to-last person. Thus, the item goes to the highest bidder at a price 
equal to the second-highest bid.



Comparing Auction Formats

• It might seem that the seller gets more 
money from running a first-price auction, 
then a second-price auction
But: people adapt their behavior in light of 
the rules. The bidders in the first-price 
auction will bid lower
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Comparing Auction Formats. we will consider the two main formats for sealed-bid auctions in more detail. Before doing this, it's worth 
making two points. First, the discussion in this section shows that when we analyze bidder behavior in sealed-bid auctions, we're also learning 
about their interactive analogues - with the descending-bid auction as the analogue of the sealed-bid  first-price auction, and the 
ascending-bid auction as the analogue of the sealed-bid second-price auction.

Second, a purely superficial comparison of the first-price and second-price sealed-bid auctions might suggest that the seller would get more 
money for the item if he ran a first price auction: after all, he'll get paid the highest bid rather than the second-highest bid. It may seem strange 
that in a second-price auction, the seller is intentionally undercharging the bidders. But such reasoning ignores one of the main messages 
from our study of game theory - that when you make up rules to govern people's behavior, you have to assume that they'll adapt their 
behavior in light of the rules. Here, the point is that bidders in a first-price auction will tend to bid lower than they do in a second-price auction, 
and in fact this lowering of bids will tend to offset what would otherwise look like a difference in the size of the winning bid. 



Second-Price Auctions
• Most popular type of auctions: Ebay, 

Google’s keyword advertising ...

• The main result: bidding your true value is a 
dominant strategy in a second price sealed-
bid auction

• The best choice of bid is exactly what the 
object is worth to you

• To prove the result, let’s formulate Second-
Price Auction as a game 
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The sealed-bid second-price auction is particularly interesting, and there are a number of examples of it in widespread use. The auction form 
used on eBay is essentially a second-price auction. The pricing mechanism that search engines use to sell keyword-based advertising is a 
generalization of the second-price auction.

One of the most important results in auction theory is the following fact: with independent, private values, bidding your true value is a 
dominant strategy in a second price sealed-bid auction. That is, the best choice of bid is exactly what the object is worth to you.



Formulating the Second-Price Auction 
as a Game

• Bidders - players; 

• Bidder i; 
vi - i’s true value for the object
bi - function of vi - strategy of i to bid

• The payoff to bidder i with value vi and bid bi is 
defined:
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✦if bi is not the winning bid, then the payoff to i is 0

✦If bi is the winning bid, and some other bj is the second-
place bid, then the payoff to i is vi-bj

• If two people submit the same bid? => Fixed ordering. 
First bid wins, with payoff 0 (as the second price=the first price)
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Formulating the Second-Price Auction as a Game. To see why this is true, we set things up using the language of game theory

The bidders will correspond to the players. Let vi be bidder i's true value for the object. Bidder i's strategy is an amount bi to bid as a function 
of her true value vi. In a second-price sealed-bid auction, the payoff to bidder i with value vi and bid bi is defined as follows.

If bi is not the winning bid, then the payoff to i is 0. If bi is the winning bid, and some other bj is the second-place bid, then the payoff to i is vi - 
bj .

To make this completely well-defined, we need to handle the possibility of ties: what do we do if two people submit the same bid, and it's tied 
for the largest? One way to handle this is to assume that there is a fixed ordering on the bidders that is agreed on in advance, and if a set of 
bidders ties for the numerically largest bid, then the winning bid is the one submitted by the bidder in this set that comes first in this order. Our 
formulation of the payoffs works with this more refined definition of \winning bid" and \second-place bid." (And note that in the case of a tie, the 
winning bidder receives the item but pays the full value of her own bid, for a payoff of zero, since in the event of a tie the first-place and 
second-place bids are equal.)



Truthful Bidding in Second-Price Auction

• to prove, we need to show that if i bids bi=vi then no deviation from this bid 
would improve her payoff
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Claim: In a sealed-bid second-price auction, it is a dominant 
strategy for each bidder i to choose a bid bi=vi
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Truthful Bidding in Second-Price Auctions. The precise statement of our claim about second-price auctions is as follows.

Claim: In a sealed-bid second-price auction, it is a dominant strategy for each
bidder i to choose a bid bi = vi.

To prove this claim, we need to show that if bidder i bids bi = vi, then no deviation from this bid would improve her payoff, regardless of what 
strategy everyone else is using. There are two cases to consider: deviations in which i raises her bid, and deviations in which i lowers 
her bid. Since all other bids remain the same when i changes her bid, a change to i's bid only affects her payoff if it changes her win/loss 
outcome. This argument is summarized on the slide

With this in mind, let's consider the two cases. First, suppose that instead of bidding vi, bidder i chooses a bid b0 i > vi. This only affects bidder 
i's payoff if i would lose with bid vi but would win with bid b0i. In order for this to happen, the highest other bid bj must be between bi and b0 i. 
In this case, the payoff to i from deviating would be at most vi - bj <= 0, and so this deviation to bid b0 i does not improve i's payoff.

Next, suppose that instead of bidding vi, bidder i chooses a bid bʼʼ i < vi. This only affects bidder i's payoff if i would win with bid vi but would 
lose with bid b00i . So before deviating, vi was the winning bid, and the second-place bid bk was between vi and bʼʼi . In this case, i's payoff 
before deviating was vi - bk >= 0, and after deviating it is 0 (since i loses), so again this deviation does not improve i's payoff.

This completes the argument that truthful bidding is a dominant strategy in a sealed-bid second-price auction. The heart of the 
argument is the fact noted at the outset: in a second-price auction, your bid determines whether you win or lose, but not how much you pay in 
the event that you win. Therefore, you need to evaluate changes to your bid in light of this.

The fact that truthfulness is a dominant strategy also makes second-price auctions conceptually very clean. Because truthful bidding 
is a dominant strategy, it is the best thing to do regardless of what the other bidders are doing. So in a second-price auction, it makes sense to 
bid your true value even if other bidders are overbidding, underbidding, colluding, or behaving in other unpredictable ways. In other words, 
truthful bidding is a good idea even if the competing bidders in the auction don't know that they ought to be bidding truthfully as 
well.



First-Price Auctions and Other Formats

• Model first-price auction as a game (similar to 
what we’ve done to second-price)

• Bidding your true value is not your dominant 
strategy in a first-price auction

• By bidding your true value, you get 0 if you win, 
and 0 if you lose => you need to bid a little bit less 
than your true value

• How to bid? - a complex theory, not covered here
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✦if bi is not the winning bid, then the payoff to i is 0

✦If bi is the winning bid, then the payoff to i is vi - bi
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To begin with, we can set up the first-price auction as a game in essentially the same way that we did for second-price auctions. As before, 
bidders are players, and each bidder's strategy is an amount to bid as a function of her true value. The payoff to bidder i with value vi and bid 
bi is simply the following.

If bi is not the winning bid, then the payoff to i is 0. If bi is the winning bid, then the payoff to i is vi - bi.

The  first thing we notice is that bidding your true value is no longer a dominant strategy. By bidding your true value, you would get a 
payoff of 0 if you lose (as usual), and you would also get a payoff of 0 if you win, since you'd pay exactly what it was worth to you.

As a result, the optimal way to bid in a first-price auction is to “shade" your bid slightly downward, so that if you win you will get a 
positive payoff. Determining how much to shade your bid involves balancing a trade-off between two opposing forces. If you bid too 
close to your true value, then your payoff won't be very large in the event that you win. But if you bid too far below your true value, so as to 
increase your payoff in the event of winning, then you reduce your chance of being the high bid and hence your chance of winning at all.

 Finding the optimal trade-off between these two factors is a complex problem that depends
on knowledge of the other bidders and their distribution of possible values.



All-Pay Auction
(A Subclass of First-Price Auction)

• All-pay: each bidder submits a bid; the highest 
bidder receives the item; and all bidders pay their 
bids, regardless of whether they win or lose

• Example: political lobbying - each side must spend 
money on lobbying, but only the successful side 
receives value
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✦if bi is not the winning bid, then the payoff to i is -bi

✦If bi is the winning bid, and some other bi is the second-
place bid, then the payoff to i is vi-bi
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All-pay auctions. There are other sealed-bid auction formats that arise in different settings. One is the all-pay auction: each bidder submits 
a bid; the highest bidder receives the item; and all bidders pay their bids, regardless of whether they win or lose. That is, the payoffs 
are now as follows.

If bi is not the winning bid, then the payoff to i is -bi. If bi is the winning bid, then the payoff to i is vi - bi.

Games with this type of payoff arise usually where the notion of “bidding" is implicit. Political lobbying can be modeled in this way: 
each side must spend money on lobbying, but only the successful side receives anything of value for this expenditure. While it is not true that 
the side spending more on lobbying always wins, there is a clear analogy between the amount spent on lobbying and a bid, with all parties 
paying their bid regardless of whether they win or lose. One can picture similar considerations arising in settings such as design competitions, 
where competing architectural firms spend money on preliminary designs to try to win a contract from a client. This money must be spent 
before the client makes a decision.



Common Values and the Winner’s Curse

• What if the bidders want to resell the object?

• Object has a common value - the amount 
it will generate on resale

• Each bidder has his own estimate of the 
object value: vi=v+xi

• Winners curse: the bidder who wins - had 
overestimated the value

• In such auctions bidders tend to bid lower 
prices
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Thus far, we have assumed that bidders' values for the item being auctioned are independent: each bidder knows her own value for 
the item, and is not concerned with how much it is worth to anyone else. This makes sense in a lot of situations, but it clearly doesn't apply to 
a setting in which the bidders intend to resell the object. In this case, there is a common eventual value for the object - the amount it will 
generate on resale - but it is not necessarily known. Each bidder i may have some private information about the common value, leading to 
an estimate vi of this value. Individual bidder estimates will typically be slightly wrong, and they will also typically not be independent of each 
other. One possible model for such estimates is to suppose that the true value is v, and that each bidder i's estimate vi is defined by vi = v + 
xi, where xi is a random number with a mean of 0, representing the error in i's estimate.

Auctions with common values introduce new sources of complexity. To see this, let's start by supposing that an item with a common value is 
sold using a second-price auction. Is it still a dominant strategy for bidder i to bid vi? In fact, it's not. To get a sense for why this is, we can use 
the model with random errors v + xi. Suppose there are many bidders, and that each bids her estimate of the true value. Then from the 
result of the auction, the winning bidder not only receives the object, she also learns something about her estimate of the common 
value - that it was the highest of all the estimates. So in particular, her estimate is more likely to be an over-estimate of the common value 
than an under-estimate.

Moreover, with many bidders, the second-place bid | which is what she paid | is also likely to be an over-estimate. As a result she will 
likely lose money on the resale relative to what
she paid. This is known as the winner's curse, and it is a phenomenon that has a rich history in the study of auctions. 

Rational bidders should take the winner's curse into account in deciding on their bids: a bidder should bid her best estimate of the value of the 
object conditional on both her private
estimate vi and on winning the object at her bid. That is, it must be the case that at an optimal bid, it is better to win the object than not to win 
it. This means in a common-value auction, bidders will shade their bids downward even when the second-price format is used; with the first-
price format, bids will be reduced even further.

Determining the optimal bid is fairly complex, and we will not pursue the details of it here. 
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• This lecture: 6.7,6.8,6.9; 8.1-8.2; 9.1-9.6;

• Next lecture: 

Matching Markets;

Network Models of Markets 
with Intermediaries
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